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GeoNetMap 
Integration Guide

Document Information

This section of the document is provided for organizations implementing document control systems. This document may be used to supplement solution design documentation and is therefore versioned, and changes logged.

Disclaimer

This manual is provided for informational use only, is subject to change without notice, and should not be construed as a commitment by Geobytes. Geobytes assumes no responsibility of liability for any errors or inaccuracies in this manual.

The copyrighted map data that accompanies this manual is licensed to the purchaser only in strict accordance with the End User License Agreement, which the purchaser should read carefully before installing and using the map data.

Except as permitted by such license, no part of this document may be reproduced or transmitted in any form or by any means – electronic, mechanical, or otherwise without the express written permission of Geobytes.

Purpose and Audience

The purpose of this document is to provide software engineers working on Internet advertising solutions with the technical information that they need to successfully integrate Geobytes’ map into their organizations offerings.

History of Changes

The following table summarizes all the changes that have been made to this document since it was created. Please ensure that you are working with the latest available version of the document to ensure accuracy of the information presented.

	Version
	Status
	Date
	Comments

	
	
	
	

	1.0.0
	Internal Draft
	21/08/2001
	Initial version of this document.

	
	
	
	

	1.0.0
	Internal Draft
	27/08/2001
	Created executive summary section.

	
	
	
	

	1.0.0
	Internal Draft
	29/08/2001
	Condensed executive summary into a brief overview for the Developer Specifications section and created an integration strategy sub-section following that.

	
	
	
	

	1.0.0
	Internal Draft
	30/08/2001
	Expanded developer specifications and illustrated two potential approaches for integrating the map.

	
	
	
	

	1.0.0
	Internal Draft
	31/08/2001
	Expanded data design section to include example queries and detailed explanation of each table’s fields.

	
	
	
	

	1.0.0
	Internal Draft
	01/09/2001
	Added illustrations of replication models.

	
	
	
	

	1.0.0
	Internal Draft
	02/09/2001
	Annotated replication diagrams to make them easier to understand.

	
	
	
	

	1.0.0
	Internal Draft
	03/09/2001
	Consolidated sample queries into one section ahead of replication model selection discussion.

	
	
	
	

	1.0.0
	Internal Draft
	05/09/2001
	Added Definition of Terms section and made corrections to a number of queries.

	
	
	
	

	1.0.0
	Internal Draft
	11/09/2001
	Restructured prototype section and focused on more realistic scenarios.

	
	
	
	

	1.0.0
	Public Draft
	12/09/2001
	Refined definition of terms section and expanded the prototype section with more detail.

	
	
	
	

	1.0.0
	Public Draft
	14/09/2001
	Minor grammatical and syntactical corrections to various sections.

	
	
	
	

	1.0.0
	Public Draft
	22/10/2001
	Remove CityClusters Table to further denormalize schema.

	1.0.0
	Public Draft
	08/01/2002
	Adjust definition of TimeZone in Cities Table.

	1.0.0
	Public Draft
	6/02/2002
	Adjust table structure of Subnets table and added information on ProxyNetworks and PrivateAddresses Tables.

	1.0.0
	Public Draft
	15/04/2002
	Update Name details to GeoNetMap.

	1.0.0
	Public Draft
	13/05/2002
	Update data dictionary changes to affected tables.

	1.0.0
	Public Draft
	20/05/2002
	Update changes to Subnets Table to include AOL and WebTV Subnets.

	1.0.0
	Public Draft
	27/05/2002
	Updated references to WebTV to MSN TV.

	1.0.0
	Public Draft
	14/07/2002
	Updated data dictionary with the new location codes for the Countries, Regions and Cities tables.

	1.0.0
	Public Draft
	4/09/2002
	Updated data dictionary with the new column “Title” in the countries table.

	1.0.0
	Public Draft
	11/02/2003
	Updated data dictionary with the new columns “CountryCertainty” and “RegionCertainty” in the Subnets table.
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Developer Specifications

The following sections of the document contain technical information that can be used by software engineers to integrate Geobytes’ GeoNetMap into vendors of Internet advertising solution’s products. Geobytes’ GeoNetMap is a compact relational database, which enables IP addresses to be mapped to geographical locations with an extremely high degree of accuracy. A geographical map of Internet infrastructure provides several key benefits to the Internet advertising industry, these are:

· Relevance to consumers; as more and more entertainment seeking Internet users come online it gets harder and harder to target relevant advertising to those consumers. Content based targeting has limitations when users are visiting the growing number of sites that aren’t targeted to a specific sector. By using geographic targeting it is possible to ensure that the advertisement is geographically relevant to the consumers.

· Access to new markets; using this new technology, publishers providing Internet advertising inventory can target local customers who don’t want to waste money on pushing banner impressions to people outside their service area. Research suggests that only 20% of advertising spent on traditional media outlets is targeted on a global scale, yet existing Internet advertising solutions are only able to target this subset of the market. Geographical targeting opens up the remaining localized portion of the advertising market.
· Advertising inventory appreciation; because of the increased demand on advertising inventory due to the ability to target to a geographically bound audience the price chargeable for advertising inventory will rise due to basic market forces. 

· Leveraging Geobytes’ GeoNetMap is straightforward. The rest of this document is dedicated to discussing the strategies that can be employed to integrate the map into existing and future Internet advertising solutions and on the actual data dictionary of the map itself.

Integrating Geobytes’ GeoNetMap

The task of integrating Geobytes’ GeoNetMap into an Internet advertising solution is extremely simple. The first step is to quickly build a prototype geographical Internet advertising solution based on an existing advertising server implementation.

A simple prototyping process is outlined below, followed by a brief look at possible models for updating Geobytes’ GeoNetMap on deployed geographical advertising solutions. 

Quick Overview

Extending an existing Internet advertising solution to support geographical targeting is a simple process with Geobytes’ GeoNetMap. GeoNetMap is designed to be easily integrated into existing solutions. The steps involved are as follows.

· Import data into existing relational database management system; the first step is to copy the Geobytes map data files and import the data contained within them into the existing relational database management solution used for storing information for the rest of the application. Most database vendors provide a bulk loading facility, which automatically detects the best data-type for imported data, or allows transformation with minor tweaking. If tweaking is necessary, information on optimal data types of table columns is provided in the data dictionary section.

· Integrate geographic targeting into existing advertisement selection query; once the data is loaded into the existing database management system all that remains to be done is add the geographical targeting functionality to the existing advertisement selection query. Depending on the structure of the existing solution it may be necessary to create another table to link advertising campaigns to geographical areas so that when a location is resolve it can be looked up in this table and appropriate banner candidates returned.

The following figure shows how geographical targeting can be added into the normal flow of an Internet advertising solution. The top half of the figure shows the flow before integration, whereas the second half shows the flow afterwards.
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Figure 1 Before and After Integration Flow

As this figure illustrates geographical targeting requires simply placing additional selection criteria into the existing process. Typically, a change to the method/function or sub-routine that determines which advertisement to place would be expanded to include the IP address of the requesting user-agent.
Integrating GeoNetMap into MySql

The process of integrating the Geobytes’ map is quite simple, please visit http://epicenter.geobytes.com/MySqlInstructions.htm for detailed instructions and a sample script on importing the data into MySql.
Building a Prototype

The following sections of the document provide a detailed view of the mechanisms that can be used to integrate the Geobytes map into an Internet advertising solution.

Simple Resolution of IP Addresses to Geographical Locations

When an Internet user visits a web-site several key pieces of information are passed along to the web-server servicing the request. The IP address of the requesting user agent is one of these pieces of information.

When an Internet advertising solution is integrated with the Geobytes map, the IP address is all that is required to resolve the geographical locale of the Internet user. The Geobytes map consists partially of a list of subnet addresses in decimal notation.

Only the decimal representation of the first 24 bits of a 32-bit IPv4 address is stored. This means that when searching the map database, the Internet advertising solution must truncate the last decimal digit (including the decimal point) of the IP address before searching.

For example, if a user’s web-browser requests an advertisement from an Internet advertising solution and their IP address was “169.151.7.26” then the software would first truncate “.26” off the end of the address. The following query is then used to resolve the name of the city that the subnet usually services. Also returned by this query is the degree of certainty that the result listed is correct.

SELECT C.City, S.Certainty

FROM Cities C

JOIN Subnets S ON C.CityId = S.CityId

WHERE S.SubNetAddress = ‘168.151.7’

To fully understand this query, it is critical to review the data dictionary that the Geobytes map uses. Full documentation of the data dictionary is included in this document for your reference. If executed on the live Geobytes map the result would probably look something like the following.

	City
	Certainty

	
	

	New York
	97

	
	


While the above query is functional, it doesn’t nearly unearth the whole power of the map provided by Geobytes. The Geobytes map is very specific, especially in the United States of America, so when New York City is returned as a result it is referring to a very precise geographical area.

The NearbyCities Table discussed in the following section provides a mechanism whereby Internet advertising solutions can fine tune the resolution that the map uses for each advertising campaign.

Using the NearbyCities Table

Before providing detail on the NearbyCities table, it is important to understand what each row in the Cities table represents in the context of the Geobytes map. The Geobytes map is extremely detailed, especially in the United States of America.

The geographical area defined by each row in the Cities table might only represent a neighborhood consisting of a few zip codes. While this demonstrates the incredible accuracy of the Geobytes map, for the purposes of geographically targeted Internet advertising it is useful to reduce the resolution provided by the map and include areas that are close by.

In the following query, the CityId of New York is used to discover the cities within a 20-kilometer radius. Internet advertising solutions could make the radius of discovery an option for campaign configuration.

SELECT C.City, N.Distance

FROM Cities C

JOIN NearbyCities N ON C.CityId = N.PrimaryCityId

WHERE N.CityId = 10182

AND N.Distance < 20

Listing 1 Select All Nearby Cities within 20 Kilometers of the City Specified

The map used during the creation of this documentation returned fifty-seven rows of city names and distances. The following table is a sample of that data.

	City
	Distance

	
	

	Newark
	15

	
	

	Bloomfield
	19

	
	

	Cliffside Park
	13

	
	

	…
	…

	
	


Table 2 Result Set of Nearby Cities Query

The map in the following section provides a graphical representation of the result returned by this query.

Benefits provided by the NearbyCities Table

The use of the NearbyCities table to help link advertisements to users is strongly recommended. When the NearbyCities table is used, Internet advertising solutions can use the precise result returned by the original query based on the subnet address to identify areas in close proximity which the advertisement placed might still be relevant.

In the map below, the city of New York is indicated at the center of the shaded circle; remember that the definition of a city in the Geobytes map, especially in the United States of America could be a geographical area no larger than a cluster of zip codes. Also indicated on the map is a perimeter, which can be defined using the NearbyCities table. 
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Figure 2 Graphical Representation of Effect of Nearby Cities Queries

It is interesting to note that from this map, it is possible to see the degree of accuracy that the Geobytes map provides when resolving the location of Internet users. The next section looks at some of the implications of using the NearbyCities table in Internet advertising solutions. 

Performance and Implementation Suggestions

The NearbyCities table contains nearly three million records. For most Internet advertising solutions it would not be feasible to query a table this size for each and every advertisement request. Fortunately, the nature of the data allows nearby cities to be determined ahead of time and for the result of the query, like the one in the previous section, to be stored against each advertisement.

When a request is received, the geographical location of the subnet service area is determined. This would be looked up in an intermediate table, discussed above, returning a list of candidate advertisements. Because the mapping of candidate geographic targets is predetermined, this lookup is extremely fast.

Linking to the Geobytes Map Database Schema

This section looks at practical ways that an existing Internet advertising solution database schema could be linked into the Geobytes map. The following diagram illustrates two possible approaches, which would apply depending on how the existing solution is structured.

In the center of the diagram, two linking tables are identified; one enables geographical targeting based on a per advertisement basis, whereas the second shows how to enable targeting on campaign level. 

[image: image4.png]Geobytes Map Internet Advertising Solution
Database Schema Database Schema

Countries.

PK | coungfli

TargetGitiesByAdvertisement
copffiry Advertisements

FipBi04
PK [ Advertisementia
Cities 71 | qrkt [cityid e
F2
oK I ciad FK2 | Advertisementia
FK1 | Countryld
|Fs [Regon 741 |ceunis
| |FK2 [Dmaid || T00n
Sty Code
H Longitude |——ARM1Co0e ek [Retatd [ Campaigns
Latitude by
TimeZone |« 1o el PK | Campaigni
Coodles | [TargetCitessyCampaign Relatd Others
PK Market RelateaFielad
States,
FK1 | Cityld FK2 | Campaignid
Certainty FK1 | Cityld





Figure 3 Joint Geobytes Map and Internet Advertising Solution Database Schema

The approach used has more to do with the design of the Internet advertising solution; the query to relate advertisements geographically is essentially the same for both. The following query uses the schema defined above to return a list of advertisements, which are targeted geographically for a user in New York. This query relies on the fact that the NearbyCities table was already consulted when the advertisement was placed so that the system will allow identification of geographical areas in close proximity to New York as possible candidates for receiving the advertisement.

SELECT A.AdvertisementId

FROM Advertisements A

JOIN TargetCitiesByAdvertisement T ON A.AdvertisementId = T.AdvertisementId

JOIN Subnets S ON T.CityId= S.CityId

WHERE S.SubNetAddress = ‘168.151.7’

Listing 2 Select All Advertisements Geographically Targeted to Specified Subnet

A query like the above would return a list of advertisements, which could then be weighted according to the existing solutions criteria for rate of impressions and/or time elapsed. Ideally, Internet advertising solutions should only need to hit the database once; the Geobytes map is designed to allow integration with minimal interference to the existing application architecture.

Selecting a Replication Model

Once a prototype geographical Internet advertising solution is built it is time to give some consideration to how the Geobytes map is updated on customer systems. Geobytes provides two mechanisms for doing this, which one is right for any given Internet advertising solution depends largely on the architecture of the product.

The two replication models used are the “Distributed Replication Model” and the “Direct Replication Model”. Each of the replication models are illustrated in the following sections of the document. 

Distributed Replication Model

The “Distributed Replication Model” is ideal for those vendors who would like to tailor the structure of the map data to suit their specific needs. This might include pre-converting the data into a proprietary data format that is used in the rest of the application.
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Figure 4 Distributed Replication Model

In this model, the vendor downloads the map data from the master copy provided on the Geobytes Internet site. The vendor stores this information and optionally transforms its structure depending on their requirements. Periodically the vendor’s customer downloads the replica copy presented by the vendor to update the systems under their control.

This could be a manual or automated process, determined only on the time constraints placed on the development cycle.

Direct Replication Model

The “Direct Replication Model” is typically used by in-house advertising solutions where the software is not shrink-wrapped. It is possible to use this model for shrink-wrapped software but the “Distributed Replication Model” is usually the easiest for the vendor and their customers. The figure below illustrates the “Direct Replication Model”.
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Figure 5 Centralized Replication Model

In this model, the Internet advertising solution sources updates to the map data directly from the Geobytes master copy. If this model is chosen it is unlikely that any transformation takes place on the data, and the data is simply bulk loaded into the relational database management system.

Understanding the Data Dictionary

The Geobytes map is distributed as a set of eight text files. Each file contains the information necessary to populate one table in the relational database management system. When downloaded from Geobytes, the map data is delivered as two separate zip files. One zip file contains seven of the files; these files are relatively small and change more frequently than the other single file. The following table summarizes the distribution of data across the source files.

	Table Name
	Source File
	Zip Archive

	
	
	

	Countries
	Countries.txt
	Map.zip

	
	
	

	Regions
	Regions.txt
	Map.zip

	
	
	

	Cities
	Cities.txt
	Map.zip

	
	
	

	Dmas
	Dmas.txt
	Map.zip

	
	
	

	Subnets
	Subnets.txt
	Map.zip

	
	
	

	NearbyCities
	NearbyCities.txt
	nbc.zip

	
	
	

	PrivateAddresses 
	Privateaddresses.txt
	Map.zip

	
	
	

	ProxyNetworks
	Proxynetworks.txt
	Map.zip

	
	
	


Table 3 Source File to Table Mapping

The tables have several related fields, which make it possible to construct simple yet powerful queries to match IP addresses to geographical locations. The following entity relationship diagram illustrates the relationships between the tables.
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Figure 6 Complete Entity Relationship Diagram

Tables

There are eight tables used in the Geobytes map to successfully map an Internet IP address to a geographical location. The following sections of the document detail the table designs and the meanings of fields.

Countries Table

The “Countries” table is used to store a comprehensive list of all the countries that are catalogued in the Geobytes map. Each country has a number of fields associated with it that can help in targeting advertising banners, and also help customizing the content of those banners.

	Constraints
	Field Name
	Suggested Data Type

	
	
	

	PK
	CountryId
	int(4)

	
	
	

	
	Country
	varchar(128)

	
	
	

	
	FIPS104
	varchar(2)

	
	
	

	
	ISO2
	varchar(2)

	
	
	

	
	ISO3
	varchar(3)

	
	
	

	
	ISON
	varchar(3)

	
	
	

	
	Internet
	varchar(2)

	
	
	

	
	Capital
	varchar(25)

	
	
	

	
	MapReference
	varchar(50)

	
	
	

	
	NationalitySingular
	varchar(35)

	
	
	

	
	NationalityPlural
	varchar(35)

	
	
	

	
	Currency
	varchar(30)

	
	
	

	
	CurrencyCode
	varchar(3)

	
	
	

	
	Population
	BigInt(8)

	
	
	

	
	Title
	varchar(50)

	
	
	

	
	Comment
	varchar(2048)


Table 4 Countries Table Design

Description of Table Fields

The “Countries” table consists of 15 fields, “CountryId”, “Country”, “FIPS104”, “ISO2”, “ISO3”, “ISON”, “Internet” “Capital”, “MapReference”, “NationalitySingular”, “NationalityPlural”, “Currency”, “CurrencyCode”, “Population”, “Title”, and “Comment”. The purpose of each of these fields is documented below.

· CountryId; this field is an internal key used to relate a specific row in this table to related rows in the Regions, Cities, and Dmas tables. This is the primary key and is unique. The number “113” for example is the key for India.

· Country; this field is a string representation of the country name, for example, “India”, “Singapore” or “Canada”.

· FIPS104; FIPS104 or more precisely FIPS 10-4 is a publication by the Federal Information Processing Standards body that identifies geopolitical entities around the world with a code. For example, “AS07” is the state of Victoria in Australia. This field represents logical groupings of these four letter codes, so in this example the letters “AS” would be stored in the “FIPS104” field. More information about this publication can be found at the National Imagery and Mapping Agency at http://www.nima.mil and http://www.nima.mil/gns/html/index.html. 

· ISO2; this field represents the “A 2” column in the ISO 3166 document which lists each country with associated alpha and numeric codes. More information on ISO 3166 standard can be found at the International Organization for Standardization web-site at http://www.iso.org/iso/en/prods-services/iso3166ma/02iso-3166-code-lists/list-en1.html. An example is “US” which represents the United States of America.

· ISO3; this field represents the “A 3” column in the ISO 3166 document which lists each country with associated alpha and numeric codes. More information on ISO 3166 standard can be found at the International Organization for Standardization web-site at http://www.iso.org/iso/en/prods-services/iso3166ma/02iso-3166-code-lists/list-en1.html. An example is “GTM” which represents Guatemala.

· ISON; this field represents the “Number” column in the ISO 3166 document which lists each country with associated alpha and numeric codes. More information on the ISO 3166 standard can be found at the International Organization for Standardization web-site at http://www.iso.org/iso/en/prods-services/iso3166ma/02iso-3166-code-lists/list-en1.html. An example is “036” which represents Australia.
· Internet; this field represents the “ccTLD” code designated by IANA (Internet Assigned Numbers Authority) which is employed in the DNS to identify hosts in various countries around the world. For example, the code “uk” is assigned to the United Kingdom. The “ccTLD” codes are based on the “A 2” column of the ISO 3166 standard document. More information on the Internet Assigned Numbers Authority can be found at http://www.iana.org, more information on the International Organization for Standardization can be found at http://www.iso.org.
· Capital; this field is a string representation of a given countries capital city, for example, the capital of United States is “Washington, DC”. This information was referenced from the CIA web-site and can be found at http://www.cia.gov/cia/publications/factbook/.
· MapReference; this field is a string representation of a given countries, major reference point in the world, for example, the map reference for Canada is “North America”. This information was referenced from the CIA web-site and can be found at http://www.cia.gov/cia/publications/factbook/.
· NationalitySingular; this field is a string representation, referring to a singular expression of a given countries nationality. For example, the singular expression of a person from the United States would be “American”. This information was referenced from the CIA web-site and can be found at http://www.cia.gov/cia/publications/factbook/.
· NationalityPlural; this field is a string representation, referring to a plural expression of a given countries nationality. For example, the plural expression of people from the United States would be “Americans”. This information was referenced from the CIA web-site and can be found at http://www.cia.gov/cia/publications/factbook/.
· Currency; this field is a string representation of a given countries currency, for example, the currency of United States would be “US Dollar”. This information was referenced from the CIA web-site and can be found at http://www.cia.gov/cia/publications/factbook/.
· CurrencyCode; this field is a 3 character string representation of a given countries currency code. The codes are based on the ISO 4217 where the first 2 characters are made up of the countries Internet code and the last is a currency designator. For example the currency code “USD” is the code for the US Dollar. More information on the ISO standardization can be found at http://www.iso.org.
· Population; this field represents a given countries population, based on an estimate as of July 2001, and is referenced from the CIA web-site. More information can be found at the CIA web-site at http://www.cia.gov/cia/publications/factbook/.
· Title; this field is a string representation of a given country’s title as it would appear in a sentence. For example:- The “title” for United States is “The United States”.
· Comment; this is a free-form field where additional information can be provided about this country. For example, relating Zaire to the Democratic Republic of Congo.
A comparison of the different internationally recognized codes for countries can be found at http://www.mindspring.com/~gwil/wab.html The CIA FactBook also contains such a list http://www.cia.gov/cia/publications/factbook/.

Regions Table

The regions table stores a list of sub-country geographical entities such as states, provinces and territories. Each region is associated with a row in the “Countries” table using a foreign key relationship.

	Constraints
	Field Name
	Suggested Data Type

	
	
	

	PK
	RegionId
	int(4)

	
	
	

	FK
	CountryId
	int(4)

	
	
	

	
	Region
	varchar(128)

	
	
	

	
	Code
	varchar(2)

	
	
	

	
	ADM1Code
	varchar(4)

	
	
	


Table 5 Regions Table Design

Description of Table Fields

The “Regions” table consists of five fields, “RegionId”, “CountryId”, “Region”, “Code”, and “ADM1Code”. The purpose of each of these fields is documented below.

· RegionId; this field is an internal key used to relate a specific row in this table to related rows in the “Cities” table.
· CountryId; this field implements a foreign key relationship with the “CountryId” field in the “Countries” table.
· Region; this field is the character representation of the sub-country geographical region. For example, the value of this column might be the state “Florida” in the USA or “New South Wales” in Australia.
· Code; this field is a 2 character code used to represent the general abbreviation for a sub-country geographical region. The were referenced from http://www.mindspring.com/~gwil/statoids.html#codes Each region has a unique code within a given country, and existing official codes were used where possible. "Official" can mean various things, but the ISO 3166-2 codes have been favored http://www.iso.org/iso/en/prods-services/iso3166ma/04background-on-iso-3166/iso3166-2.html. The codes are mnemonic. They consist of the first letter in the subdivision name, followed by a letter that occurs later in that name, unless it was impossible to assign unique codes by that rule.

· ADM1Code; this field is related to the “FIPS104” field in the “Countries” table. Where the “FIPS104” code is used to identify a geopolitical region at country resolution, the “ADM1Code” is used to identify a geopolitical region at a sub-country region. For more information on the “ADM1Code” field visit the National Imagery and Mapping Agency Internet site at http://www.nima.mil/gns/html/index.html. 

Cities Table

The “Cities” table is a detailed list of cities of the world related to countries and sub-country regions. Each city is listed with its longitude, latitude and time zone to provide additional information for Internet advertising solutions.

	Constraints
	Field Name
	Suggested Data Type

	
	
	

	PK
	CityId
	int(4)

	
	
	

	FK
	CountryId
	int(4)

	
	
	

	FK
	RegionId
	int(4)

	
	
	

	FK
	DmaId
	int(4)

	
	
	

	
	City
	varchar(128)

	
	
	

	
	Longitude
	float(8)

	
	
	

	
	Latitude
	float(8)

	
	
	

	
	TimeZone
	varchar(32)

	
	
	

	
	Code
	varchar(2)


Table 6 Cities Table Design

Description of Table Fields

The “Cities” table consists of eight fields, “CityId”, “CountryId”, “RegionId”, “DmaId”, “City”, “Longitude”, “Latitude”, “TimeZone” and “Code”. The purpose of these fields is documented below.

· CityId; this field is an internal key used to relate a specific rows in this table to related rows in the “Subnets” and “NearbyCities” table. This is the primary key and is unique. The number “1225” for example is the key for Melbourne, Australia.

· CountryId; this field implements a foreign key relationship with the “CountryId” field in the “Countries” table. This relationship is established to make it easy to determine what country a city is in without joining to the “Regions” table.

· RegionId; this field implements a foreign key relationship with the “RegionId” field in the “Regions” table.
· DmaId; this field implements a foreign key relationship with the “DmaId” field in the “Dmas” table. This allows campaigns to be targeted in a manner similar to traditional advertising mediums. Refer to the documentation on the “Dmas” table for more information on this field.

· City; this field is a character representation of the actual name of the city. For example “New York”, “London” or “Paris”. This field should not be used as the key for queries since the names of cities are not globally unique.

· Longitude; this field is used to store the approximate longitude of the city specified by the rest of the row. 

· Latitude; this field is used to store the approximate latitude of the city specified by the rest of the row.

· TimeZone; this field is used to indicate which time zone the city is in. For example, the “TimeZone” field value for Sydney, Australia is “+10:00” being UTC (or GMT) plus 10 hours.  The time is represented in UTC (Coordinated Universal Time). UTC was formerly known as GMT (Greenwich Mean Time). See ISO8601:2000(E) for further information on time zone representation. The ISO is available at http://www.pvv.org/~nsaa/8601v2000.pdf 

· Code; this field is a 4 character alpha code used to represent a city within a given country and region. The code consists of the first letter of each word, then followed by the next 2 characters in the last word. If the city has only one word, then the first 4 characters would be used. When generating these codes if there was a duplicate code generated, then the next letter in the city name would be used. If a duplicate code is still found, then the last character of the code is replaced by a letter from the alphabet in descending order.

Dmas Table

The “Dmas” table contains a list of the Designated Marketing Areas as defined by A. C. Neilsen. This information can be used to integrate with traditional media advertising solutions and is useful for targeting Internet advertising campaigns as part of a larger marketing push. Currently the Designated Marketing Areas only relate to geographical regions within the United States of America.

	Constraints
	Field Name
	Suggested Data Type

	
	
	

	PK
	DmaId
	int(4)

	
	
	

	FK
	CountryId
	int(4)

	
	
	

	
	Dma
	varchar(3)

	
	
	

	
	Market
	varchar(128)

	
	
	


Table 7 Dmas Table Design

Description of Table Fields

The “Dmas” table consists of three fields, “DmaId”, “CountryId” and “Market” field. The purpose of these fields is documented below.

· DmaId; this field is an internal key used to relate a specific row in this table to related rows in the “Cities” table. This is the primary key and is unique.

· CountryId; this field implements a foreign key relationship with the “CountryId” field in the “Countries” table.

· Dma; this is the Dma code as assigned by Nielsen Media -http://www.nielsenmedia.com Designated Market Areas (DMA’s) are used by Nielsen Media Research to identify TV stations whose broadcast signals reach a specific area and attract the most viewers. A DMA consists of all counties whose largest viewing share is given to stations of that same market area. Non-overlapping DMA’s cover the entire continental United States, Hawaii and parts of Alaska. There are currently 210 Designated Market Areas throughout the U.S.
· Market; this is a character representation of the DMA defined by this row. Each row in this table refers to a Designated Marketing Area, which is loosely, but not exactly based on a specific geographical location, it is not a one to one mapping for the names of cities or regions.

Subnets Table

The “Subnets” table is used to pin a comprehensive list of C-class subnets to a city. This table is key to the IP address to geographical resolution mechanism.

	Constraints
	Field Name
	Suggested Data Type

	
	
	

	PK
	SubNetAddress
	varchar(11)

	
	
	

	
	Certainty
	int(4)

	
	
	

	FK
	CityId
	int(4)

	
	
	

	FK
	RegionId
	int(4)

	
	
	

	FK
	CountryId
	int(4)

	
	
	

	FK
	DmaId
	int(4)

	
	
	

	
	CountryCertainty
	int(4)

	
	
	

	
	RegionCertainty
	int(4)

	
	
	


Table 8 Subnets Table Design

Description of Table Fields

The “Subnets” table consists of five fields, “SubNetAddress”, “CityId”, “Certainty”, 
“CountryCertainty” and “RegionCertainty”. The purpose of these fields is documented below.

· SubNetAddress; this field actually contains the first three parts of an IP address in decimal notation, for example “202.53.38”. When performing a query it is possible to relate an IP address to a city by truncating the last decimal digit (including the decimal point) of the address and performing a SELECT query with a WHERE clause on the SubNetAddress field. This is the primary key and is unique.

· Certainty; Certainty is the confidence of the resolution represented as a percentage. A lower certainty rating may indicate that the resolution was inconclusive or that the particular subnet services a greater geographical area. The Certainty field represents the certainty with respect to a given city.

· CityId; this field implements a foreign key relationship with the “CityId” field in the “Cities” table.

· RegionId; this field implements a foreign key relationship with the “RegionId” field in the “Regions” table.

· CountryId; this field implements a foreign key relationship with the “CountryId” field in the “Countries” table.

· DmaId; this field implements a foreign key relationship with the “DmaId” field in the “Dmas” table.” 
· RegionCertainty; Certainty as it applies to region. See Certainty above

· CountryCertainty; Certainty as it applies to country. See Certainty above.

Note: AOL and MSN TV (was WebTV) proxy subnets are now included in the subnets table.  These subnets have been identified to the country they service.  The city and region for these subnets show as AOL or MSN TV respectively. This change allows for the identification of AOL and MSN TV users to a country level. These subnets also appear in the proxynetworks table.

NearbyCities Table

The “NearbyCities” table is used to find cities in close proximity to the target city. This is useful especially in the United States of America where the map resolution is so fine that it can actually pinpoint so precisely where a consumer is located that excluding anything outside that area would exclude potential customers.

	Constraints
	Field Name
	Suggested Data Type

	
	
	

	FK
	CityId
	int(4)

	
	
	

	FK
	PrimaryCityId
	int(4)

	
	
	

	
	Distance
	int(4)

	
	
	


Table 9 NearbyCities Table Design

Description of Table Fields

The “NearbyCities” table consists of three fields, “CityId”, “PrimaryCityId” and “Distance”. The purpose of each of these fields is documented below.

· CityId; this field is the first of two foreign key relationships to the “CityId” field in the “Cities” table from this table. This relationship is used to define the city at the center of a circle, which the city specified in the “PrimaryCityId” field is within.

· PrimaryCityId; this field is the second of a dual foreign key relationship to the “CityId” field in the “Cities” table. The field defines a city that is near to the city specified in the “CityId” field.

· Distance; the “Distance” field defines how far away from each other the two cities defined in the row are in kilometers.

ProxyNetworks Table

The “ProxyNetworks” table contains a list of subnet prefixes, which have been allocated to 'Proxy Netwoks' such as AOL and MSN TV (was WebTV).
	Constraints
	Field Name
	Suggested Data Type

	
	
	

	PK
	SubNetAddress
	varchar(11)

	
	
	

	
	Network
	varchar(50)

	
	
	


Table 10 ProxyNetworks Table Design

Description of Table Fields
· SubNetAddress; this field actually contains the first three parts of an IP address in decimal notation, for example “202.53.38”.

· Network; this field contains the name of the network that owns the subnet eg AOL or MSN TV (was WebTV).
PrivateAddresses Table

The “PrivateAddresses” table contains a list of subnets prefixes, which have been allocated for use as private address space as per RFC 1918
	Constraints
	Field Name
	Suggested Data Type

	
	
	

	PK
	AddressPrefix
	varchar(11)

	
	
	


Table 11 PrivateAddresses Table Design

Description of Table Fields
· AddressPrefix; this field contains subnets prefixes, which have been allocated for use as private address space as per RFC 1918.
For more information see http://www.rfc.net/rfc1918.html 
Relationships

The following section lists the relationships, which can logically be implemented when importing the map data into a relational database management system. These relationships help form complex queries which can be used for a variety of purposes, not just limited to resolving IP addresses into geographical locations.

Countries.CountryId to Regions.CountryId

Logically, a country contains one or more geographical sub-regions. For very small countries the sub-region is effectively the same as the country. 

	Table
	Field
	Relationship
	Table
	Field

	
	
	
	
	

	Countries
	CountryId
	contains
	Regions
	CountryId

	
	
	
	
	


Table 12 Countries.CountryId to Regions.CountryId Relationship

An example of this relationship being used is returning a list of all the regions within one country. The following SQL query performs a join on the “Countries” and “Regions” table using the “CountryId” field; this query returns all the states of the USA.

SELECT R.Region, C.Country

FROM Countries C

JOIN Regions R ON C.CountryId = R.CountryId

WHERE C.Country = ‘United States’

Listing 3 Select All Regions in the United States

The above query would be useful as a parameterized stored procedure used to drive a GUI tool for managing the targeting of an advertising campaign.

Countries.CountryId to Cities.CountryId

This relationship exists to make queries linking the “Countries” and “Cities” tables together without having to join through the “Regions” table.

	Table
	Field
	Relationship
	Table
	Field

	
	
	
	
	

	Countries
	CountryId
	contains
	Cities
	CountryId

	
	
	
	
	


Table 13 Countries.CountryId to Cities.CountryId Relationship

Frequently city names are ambiguous – with the same city name appearing in more than one country. This relationship could be used to disambiguate these city names. For example, there are 25 cities in the Geobytes map named Chester. The following query can be used to list each city named “Chester” against its country.

SELECT Ci.City, Co.Country

FROM Cities Ci

JOIN Countries Co ON Ci.CountryId = Co.CountryId

WHERE Ci.City = ‘Chester’

Listing 4 Select All Cities Named Chester

Countries.CountryId to Dma.CountryId

This relationship is provided to break countries down into marketing areas. While the United States of America is the only country defined by this A. C. Nielsen standard, the relationship still has value because it can be used to drive the interface.

	Table
	Field
	Relationship
	Table
	Field

	
	
	
	
	

	Countries
	CountryId
	contains
	Dmas
	CountryId

	
	
	
	
	


Table 14 Countries.CountryId to Dma.CountryId Relationship

Regions.RegionId to Cities.RegionId

This relationship exists to locate all the cities within a given sub-country region. This is useful for disambiguating geographical targeting selections.

	Table
	Field
	Relationship
	Table
	Field

	
	
	
	
	

	Regions
	RegionId
	contains
	Cities
	RegionId

	
	
	
	
	


Table 15 Regions.RegionId to Cities.RegionId Relationship

The following query lists all the cities that are known to exist within the state of Florida. Notice how this query uses the “Cities”, “Countries” and “Regions” table.

SELECT Ci.City, R.Region, Co.Country

FROM Cities Ci

JOIN Countries Co ON Ci.CountryId = Co.CountryId

JOIN Regions R ON Ci.RegionId = R.RegionId

WHERE R.Region = ‘Florida’

Listing 5 Select All Cities in Florida

Cities.CityId to Subnets.CityId

This relationship is used to link cities with C-class subnets and declare how certain the map data is of the accuracy of this linkage. Using this information, it is easy to determine if geographical targeting is feasible for a given request. 

	Table
	Field
	Relationship
	Table
	Field

	
	
	
	
	

	Cities
	CityId
	is in a
	Subnets
	CityId

	
	
	
	
	


Table 16 Cities.CityId to Subnets.CityId Relationship

The following query demonstrates determining which city a specified subnet is servicing with an associated certainty. In this instance, executing this query against the map data would yield a result that indicates that this subnet services New York with 97% certainty.

SELECT C.City, S.Certainty

FROM Cities C

JOIN Subnets S ON C.CityId = S.CityId

WHERE S.SubNetAddress = ‘168.151.7’

Listing 6 Select City Serviced by the 168.151.7 Subnet and the Certainty

Cities.CityId to NearbyCities.CityId and Cities.City to NearbyCities.PrimaryCityId

This relationship is critical for ensuring that the scope of a geographically targeted campaign is not too narrow. In locations like New York, the accuracy of the map is so fine that if you listed an advertisement against one single row in the Cities table it is possible that the customer would miss out on giving impressions to potential consumers only a few blocks away.

	Table
	Field
	Relationship
	Table
	Field

	
	
	
	
	

	Cities
	CityId
	is
	NearbyCities
	CityId

	
	
	
	
	


Table 17 Cities.CityId to NearbyCities.CityId Relationship

	Table
	Field
	Relationship
	Table
	Field

	
	
	
	
	

	Cities
	CityId
	is
	NearbyCities
	PrimaryCityId

	
	
	
	
	


Table 18 Cities.CityId to NearbyCities. PrimaryCityId Relationship

The following query can be used to list all the cities that are close to the specified city within a certain distance. In this example the query looks for all the cities that are nearby to New York within a 20-kilometer radius.

SELECT Ci2.City, C.Country

FROM Cities Ci1

JOIN NearbyCities N ON Ci1.CityId = N.CityId

JOIN Cities Ci2 ON N.PrimaryCityId = Ci2.CityId

JOIN Countries C ON Ci2.CountryId = C.CountryId

WHERE N.Distance < 20

AND Ci1.City = ‘New York’

AND C.Country = ‘United States’

Listing 7 Select All Cities Less Than 20 Kilometers from New York

The suggested method of using the NearbyCities table is to pre-execute this query for each geographically targeted advertising campaign then store the result by recording the CityId’s along with a key that identifies the banner advertisement. This will increase performance significantly, even when an extremely large number of campaigns are running simultaneously, the data storage requirements should be relatively low.

Dmas.DmaId to Cities.DmaId

This relationship is used to directly relate a Designated Marketing Area as defined by A. C. Nielsen to a city. This relationship allows an Internet advertising solution to integrate with traditional media solutions, which work on these areas.

	Table
	Field
	Relationship
	Table
	Field

	
	
	
	
	

	Dmas
	DmaId
	includes
	Cities
	DmaId

	
	
	
	
	


Table 19 Dmas.DmaId to Cities.DmaId Relationship

The following query demonstrates how to list all the cities in the “Denver” Designated Marketing Area in the USA. Effectively, a DMA is like a Region, it simply presents an alternative way of defining a sub-country geographical area.

SELECT Ci.City

FROM Cities Ci

JOIN Dmas D ON Ci.DmaId = D.DmaId

WHERE D.Market = ‘Denver’

Listing 8 Select All Cities in the Denver Designated Marketing Area

Appendices

The following sections contain additional information that could not be logically placed into the rest of the document but still has relevance to software engineers integrating the Geobytes GeoNetMap into an Internet advertising solution.

Definitions and Terms

The following terms are used extensively throughout this document. An understanding of the first term ‘City’ as defined here is essential to understanding the geographical targeting mechanism as a whole.

· City; the Geobytes map uses the term city to identify each distinct geographical area within a given region. For example, the city of New York in the Geobytes map would not be equal geographically to what most people would consider to be New York. The Geobytes Map is extremely specific, so the row defining New York may be referring to a very acute area, possibly the size of only a few zip codes.

· IP Address; the term IP address is used in this document to mean any valid 32-bit IPv4 address represented in decimal dot notation. In some parts of this document the term IP address is used interchangeably with the subnet address, particularly in queries that utilize the Subnets table.

· Subnet Address; in this documentation, the term Subnet address represents the decimal value of the first 24 bits of an Internet IP address. The Geobytes map lists subnets in decimal dot notation in the Subnets table.

Index of Tables, Figures and Listings

The following indexes are provided to assist in locating specific figures and tables when integrating the Geobytes map into Internet advertising solutions. These indexes may be used in communications when working with technical support to resolve any issues with integration.

Tables

The following is a list of tables in this document along with the page numbers that they appear on. When working with technical support to resolve any integration issues these numbers may be referenced in communications.

3Table 1 History of Changes


9Table 2 Result Set of Nearby Cities Query
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15Table 4 Countries Table Design
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18Table 6 Cities Table Design
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24Table 17 Cities.CityId to NearbyCities.CityId Relationship


24Table 18 Cities.CityId to NearbyCities. PrimaryCityId Relationship


25Table 19 Dmas.DmaId to Cities.DmaId Relationship



Figures

The following is a list of figures in this document along with the page numbers that they appear on. When working with technical support to resolve any integration issues these numbers may be referenced in communications.

7Figure 1 Before and After Integration Flow


10Figure 2 Graphical Representation of Effect of Nearby Cities Queries


11Figure 3 Joint Geobytes Map and Internet Advertising Solution Database Schema


12Figure 4 Distributed Replication Model


13Figure 5 Centralised Replication Model


14Figure 6 Complete Entity Relationship Diagram



Listings

The following is a list of code listings in this document along with the page numbers that they appear on. When working with technical support to resolve any integration issues these numbers may be referenced in communications.

9Listing 1 Select All Nearby Cities within 20 Kilometers of the City Specified


11Listing 2 Select All Advertisements Geographically Targeted to Specified Subnet


22Listing 3 Select All Regions in the United States


23Listing 4 Select All Cities Named Chester


23Listing 5 Select All Cities in Florida


24Listing 6 Select City Serviced by the 168.151.7 Subnet and the Certainty


24Listing 7 Select All Cities Less Than 20 Kilometers from New York


25Listing 8 Select All Cities in the Denver Designated Marketing Area




Database Vendor Links

The information in this section is provided for those organizations that may not already have an investment in an existing relational database management technology. Geobytes does not necessarily recommend or limit solution providers to the following list of products.

DB2 by IBM

DB2 is developed by IBM. Both technical and overview information on this product can be located on the IBM Software site at http://www.ibm.com/software/data/. Information for developers wishing to use this software can also be located at the DB2 developer site online at http://www.ibm.com/software/data/developer/. 

Informix by IBM

Informix is now an IBM product. Support and technical information for Informix can be found at http://www.ibm.com/software/data/informix/. Developer orientated is located specifically at the Informix Developer Network site at http://www.informix.com/idn/. 

SQL Server by Microsoft

SQL Server is developed by Microsoft. Product and overview information for SQL Server can be found at the Microsoft site at http://www.microsoft.com/sqlserver/. Developer information can be found at the Microsoft Developer Network site, specifically in the MSDN Library. The URL for this resource is http://msdn.microsoft.com/sqlserver/.

mySQL licensed under GPL

The “mySQL” software is licensed under the Gnu General Public License and is a community-based development effort. Information on the “mySQL” software can be found at http://www.mySQL.org. Developer orientated information can be found under the documentation section of that site.

Oracle Database by Oracle

Oracle Database is developed by Oracle. General overview information on Oracle Database can be found at http://www.oracle.com/ip/deploy/database/. Developer orientated information can be found in the accompanying product documentation or at http://www.oracle.com/ip/develop/. 

Sybase Adaptive Server by Sybase

Sybase Adaptive Server is developed by Sybase. General product information for this product can be found at http://www.sybase.com/products/databaseservers/ase/. Developer information can be found at http://manuals.sybase.com/onlinebooks/group-as/asg1250e/. [image: image7.png]
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